Measuring maturity
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Abstract

The chapter reviews the anglophone research literature on the 'formal' differences (identifiable in terms of grammatical or lexical patterns) between relatively mature and relatively immature writing (where maturity can be defined in terms of independent characteristics including the writer's age and examiners' gradings of quality). The measures involve aspects of vocabulary as well as both broad and detailed patterns of syntax. In vocabulary, maturity correlates not only with familiar measures of lexical diversity, sophistication and density, but also with 'nouniness' (not to be confused with 'nominality'), the proportion of word tokens that are nouns. In syntax, it correlates not only with broad measures such as T-unit length and subordination (versus coordination), but also with the use of more specific patterns such as apposition. At present these measures are empirically grounded but have no satisfactory theoretical explanation, but we can be sure that the eventual explanation will involve mental growth in at least two areas: working memory capacity and knowledge of language.
1. Maturity in writing
The words mature and maturity are often used in discussions of how writing develops; for example, “maturity of sentence structures” (Perera 1984:3), “maturity as a writer” (Perera 1986:497), “mature levels of language skill” (Harpin 1976:59), “more mature use of syntax” (Weaver 1996:124, quoting Hunt 1965). The assumption in this research is that a writer’s language ‘matures’ as a tool for expressing ideas that presumably mature along a separate route and to at least some extent independently. Moreover, since language consists of objective patterns such as words, clauses and so on, it is assumed that the ‘linguistic maturity’ of a piece of writing (or speech) can be measured in terms of the patterns that it contains. The question for writing research, therefore, is which linguistic patterns are found more often in more mature writing and what external influences determine how they develop. The purpose of this article is to review the anglophone literature which has tried to investigate this question, starting with a number of challenges that face anyone engaging in this research.
The first challenge, of course, is deciding exactly what counts as ‘mature’. An easy starting point is to define it in terms of the writer’s age, which does indeed turn out to be highly relevant to the development of a wide range of linguistic patterns. For example, one common measure is the length of ‘T-units’ (‘minimal terminable units’ Hunt 1965), a string of words that includes a main clause and all its modifiers. For the sake of concreteness, I apply this and other measures to two tiny extracts from writing
 by pupils from year 6, Sarah, and year 9,  Joanne. Sarah’s five T-units are separated by and or by fullstops, and have a mean length of 39/5 = 7.8 words; Joanne’s 32 words form a single T-unit, so her mean T-unit length is 32 – an extreme example of T-unit length increasing with age.
	writer
	age
	grade
	words
	sample

	Sarah  
	year 6
	level 3
	39
	He had just been in a horrible battle and he had killed lots of people. When he had finished his battle he was exhausted and he was tottering and came across a beautiful lady who was singing beautiful songs ...  

	Joanne
	year 9
	level 7
	32
	Giles Harvey, a former Eton pupil was one and a half times over the limit when he was involved in a head on crash while he was racing his BMW sports car.  


Table 1: Two short extracts of writing by children 
As far as age is concerned, the research evidence shows that writers tend to put more words into each ‘T-unit’  as they get older, as shown in Figure 1. This graph shows T-unit lengths reported by two separate research projects: an American study of pupils at grades 4, 8 and 12 (i.e. aged 9, 13 and 17 Hunt 1965:56) and a more recent British study of pupils at the ends of Key Stages (KS) 1, 2 and 3 (i.e. aged 7, 11 and 14 Malvern and others 2004:163). The convergence of these two sets of figures is all the more remarkable for coming from two different education systems and periods. 
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Figure 1: T-Unit length by age.
Unfortunately, age is not the only determinant of most linguistic features. If it had been, writing could be left to develop under its own momentum in just the same way that bodies become taller and puberty sets in, and by definition every adult would be a mature writer. The fact is that some people write better than other people of the same age; for example, Sarah (from Table 1) is below average for her age group, whereas Joanne is well above average. Examiners can agree (more or less) on the grading of scripts, and it turns out that these gradings can also be related to objective measures such as T-unit length. The British study mentioned above also classified students’ writing according to the National-Curriculum level to which it had previously been assigned by experienced examiners. The graph in Figure 2 (from Malvern and others 2004:163) shows that higher-rated scripts tend to contain longer T-units (though not all level-differences are statistically significant). (We return in section 2 to the interesting difference in this figure between the figures for KS3 (secondary) and KS1-2 (primary) writers.) This finding is somewhat surprising because an earlier literature review (Crowhurst 1980) had concluded that T-unit length was not in fact a predictor of writing quality; the question clearly deserves more research.
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Figure 2: T-Unit length by quality level
Maturity, then, is a matter not only of age but also of ability. However, age and ability often (but not always) seem to pick out the same linguistic patterns – in this case, longer T-units – so more mature writing can in fact be defined as that of people who are not only older, but also more able (as defined by experienced examiners). The link to ability clearly risks circularity if we define mature writing as produced by mature writers, but the objective measures reviewed below avoid this risk by isolating distinct factors whose developmental paths can be compared not only with examiners’ ratings, but also with each other. For example, examiner gradings correlate even more strongly with text length (the number of words in each piece of writing) and spelling (Malvern and others 2004:171), so these measures lend objective support to the examiners’ subjective gradings. In short, there really is such a thing as ‘mature writing’, and there really are objective measures of maturity.
However, objective measures clearly need to be treated with a great deal of caution. For one thing, 

"more syntactically mature, in Hunt's terms, is not necessarily better ... Relatively mature sentences can be awkward, convoluted, even unintelligible; they can also be inappropriate to the subject, the audience and the writer's or persona's voice. Conversely, relatively simple sentences can make their point succinctly and emphatically. Often, of course, sentence variety is best.” (Weaver 1996:130)

When applied to T-units, this means that long T-units are not inherently better or more mature than short ones; and similarly for all the other patterns reviewed below. In relation to pedagogy, it would be wrong to suggest that children should be taught to use nothing but long T-units. On the other hand, the ability to use longer T-units when needed is part of maturity, so T-units are relevant to the writer and to the overall text, if not to the individual sentence. 
This caveat about objective measures is important because of the enormous variation among adult writers. The studies quoted below simply report what happens without, on the whole, passing judgement on it. This is a reasonable approach when the objective measures are correlated with examiners’ judgements of quality, because we can assume that the best grades for the oldest students define the ultimate target of all school writing. But what about writing beyond the school? At this level there are no examiners, so research tends to be purely descriptive. But as we all know, some adults write better than others, and nobody would suggest that all adult models are equally relevant as targets for school teaching. 
Another important caveat about objective measures is that they are very sensitive to register differences, so different measures are needed for defining development in different areas of language. For example, when children have to write a set of instructions they use much more mature syntax than when they are telling a story (Perera 1984:239-40; Harpin 1976:59); and the writing and speech of the same person typically differ even more dramatically (Halliday 1987).  If the aim is formative assessment of a student’s capacity as a writer, then it is important to select writing tasks carefully.
A final reservation is that ‘maturity’ continues to develop throughout life, and certainly well after the end of compulsory schooling. The evidence from comprehension in speech shows that even some apparently ‘basic’ areas of grammar go on developing into adulthood; for example, some 19 year-olds wrongly interpreted sentences such as Bill asked Helen which book to read as though the verb had been told (Kramer and others 1972, quoted in Perera 1984:138), and even as simple a structure as ‘X because Y’ (as in John laughed because Mary was surprised) defeated one college student in ten (Irwin 1980, Perera 1984: 141). Given the prevalence of adult illiteracy we may certainly expect at least as much post-school growth in writing. 
2. Why measure maturity?

In spite of these reservations, objective measures are an important tool in understanding how language develops in its written mode as well as in speech. More qualitative and subjective measures are also important, so the following comments are intended to show merely why they need to be complemented by quantitative and objective measures. Indeed, the best way of validating an objective measure is to show that it correlates well with a global subjective assessment by an experienced examiner, because this defines the target of teaching in our schools. Most of the benefits listed below need further research and development before we can enjoy them, but they are all the more worth listing now as a stimulus to future work.

One potential benefit is in formative assessment, as a tool for assessing how each student is developing and what further teaching they need. Research reveals a range of abilities which may surprise even experienced teachers. One longitudinal study of children’s spoken language, for instance, found a difference at 42 months equivalent to between 30 and 36 months between the fastest and slowest developers (Wells 1986). I know of no similar results for writing, but there are good reasons for thinking the range of variation at a given age may be even greater, given that some normal individuals fail to acquire even basic literacy by the end of schooling.  Moreover, the growth of writing arguably consists in the learning of innumerable tiny details (see section 5), so teachers need to know where students have gaps. This kind of information can be found by objective measures – but only, of course, if they measure development at the right degree of granularity. 
One particular advantage of objective over subjective measures is their sensitivity to absences as well as presences. A teacher may be much more aware of the patterns that children do use in their writing than of those they don’t. For example, even weak writers very rarely use specifically spoken patterns such as the words well, sort of,  these and sort of thing in the constructed example
 (1).

(1)  Well, we sort of ran out of these red bricks sort of thing.

This absence is especially significant given that the same pupils are tending to use such patterns more and more in their speech (Perera 1990:220). 
Another important role of objective measures is in pedagogical research, and indeed this is probably where they have been applied most often. There is a long and well documented tradition of research on the effectiveness of grammar teaching as a method for improving writing in which the effects of the grammar teaching are assessed by means of objective measures (Andrews and others 2004, Andrews 2005, Elley 1994, Hudson 2001, Kolln and Hancock 2005, Myhill 2005, Perera 1984, Tomlinson 1994, Weaver 1996, Wyse 2001). One of the issues that runs through this research is the importance of choosing a relevant measure. A typical project would teach children how to recognize some rather general features of sentence structure and then test for an effect using some equally general measure such as the length of T-units discussed in section 1. But why should we expect this kind of effect from this kind of teaching? In contrast, we might expect children who have practiced producing complex T-units through a relevant exercise such as sentence combining to produce longer T-units – as indeed they do (Andrews 2005, Daiker and others 1978, Graham and Perin 2007, Hillocks and Mavrognes 1986, O'Hare 1973). Similarly, teaching about a specific pattern does produce objectively measurable effects on the use of that particular pattern; for example, teaching about apostrophes improves children’s use of apostrophes (Bryant and others 2002, Bryant and others 2004), and similarly for teaching about morphologically-conditioned spelling (Hurry 2004, Nunes and others 2003). 
Objective measures are important in building general models of how writing develops, because there are many different possible influences whose relative importance needs to be assessed. For example, how much influence does reading have on writing? One project (Eckhoff 1983 reported in Perera 1986:517) tried to answer this question by comparing the writing of children who had followed two different reading schemes which favoured different linguistic patterns. What emerged was that the particular patterns used by the children in their writing tracked those of the books they had read in class, so the children’s writing had been deeply influenced by their reading. This kind of research can only be done by careful and detailed objective analysis of both reading and writing. 
Finally, we must consider a radical third application for objective measures. It is possible that they should play some role in summative assessment, either as a complement to the normal practice of subjective assessment by examiners or even as a replacement for it. This controversial possibility is raised starkly by a recent study of surface features of children’s writing by means of computer (Malvern and others 2004 from which Figure 2 was taken). This figure shows that T-unit length rises in a fairly consistent way with the ‘level’ of the writing as assessed by an experienced examiner. Moreover, the main inconsistency between the two measures seems if anything to call the examiners’ gradings into question, because examiners seem to be unintentionally allowing the writer’s age to influence their grading. In this project, the writers spanned three very different age groups: two primary, years 2 and 6, and one secondary, year 9 (respectively, Key Stages 1, 2 and 3), but the National-Curriculum grading levels are meant to be neutral for age and the examiners were not told the writers’ age. (The scripts they marked had been typed in order to hide the evidence of hand-writing.) The figures show that KS3 scripts consistently had much longer T-units than KS1 or KS2 scripts of the same level, suggesting that examiners may have guessed the writer’s age and expected longer T-units of older writers. Whatever the explanation may be, the findings clearly demand one. This example illustrates the possibility of using objective measures to complement and validate (or question) subjective measures.

However it is also possible to imagine a more ambitious role for objective measures. The same project found that the six objective measures that were applied to the children’s written texts correlated collectively rather well with the examiners’ gradings; in fact, all the other five measures predicted these gradings even better than T-unit length. When combined, these six measures accounted for 76% of the variation in the examiners’ gradings (Malvern and others 2004:170-1). (The best single predictor was text length, closely followed by spelling; the other measures, all of which correlated significantly with level, were word length, diversity of vocabulary and rarity.)  As the authors point out (page 172), it is possible that a larger collection of measures would explain even more of this variation, raising the possibility that a computer analysis might one day give very nearly the same verdict on a text as does a human examiner. In that case, the crucial research question is whether two independent human markers come closer to agreement with each other than the computer does with either of them.  If they do not, the basic marking may as well be done by computer, with possible moderation by a human.
In summary, then, objective measures contribute in three ways to the teaching of writing: in formative assessment, in summative assessment and in testing experimental outcomes. Historically, the objective analysis was generally done by humans, but thanks to the powerful tools that are now available in computational linguistics, and no less to the fact that children increasingly use word processors, the job can quite easily be mechanized. It may not be long before teachers, or even pupils themselves, can produce an objective measure of a piece of writing as easily as they can now apply a spelling checker. This is why it is vital for us to have a proper understanding of these measures.
3. Vocabulary

The vocabulary used in a piece of writing is one of the most obvious and educationally relevant things to measure objectively. A number of different and complementary measures have been applied (Read 2000:200-5, cited in Malvern and others 2004:3):

· Lexical diversity (or ‘lexical variation’), which is typically represented by the type:token ration for the text concerned – i.e. the number of distinct words (‘types’) divided by the number of tokens; e.g the man in the moon contains five running words but only four distinct words (because the occurs twice), so its type:token ratio is 4/5 = 0.8. The higher the ratio, the more diversity there is. This ratio is taken as an indication of the size of the writer’s total vocabulary, although the relation is clearly complex. It is important to keep the number of tokens constant, so when applied to the first 32 words in the texts in Table 1, this measure gives 21/32 = 0.66 for Sarah and 27/32 = 0.84 for Joanne, who therefore uses a wider range of vocabulary. 
· Lexical sophistication, a measure of the difficulty or ‘maturity’ of the words used; this variable can be quantified in a number of ways, ranging from the apparently trivial matter of word-length (Malvern and others 2004:157-8) to more sophisticated distinctions of rarity (page 158-9). 
· Lexical density, the balance between lexical ‘content words’ (such as dog and attract) and grammatical ‘function words’ like the and is (Ure 1971, Halliday 1987). This measure distinguishes writing from speech, but it also distinguishes different kinds of writing from one another. Consequently, it is less relevant to measuring maturity than to distinguishing registers. Nevertheless, it gives Joanne 0.68 (13 lexical words to 19 non-lexical) compared with 0.56 for Sarah, which locates Sarah’s writing nearer to speech than Joanne’s.
· Number of errors, the proportion of words that are ‘wrong’ in any respect, whether in spelling, grammar or meaning. This measure was first developed for second-language learners (Arnaud 1984) but the notion of ‘correctness’ is a little more problematic when applied to first-language learners. However, even for them it is more or less uncontentious in areas such as spelling. On the other hand, errors are often a sign of ambition and growth; for example, Sarah makes no errors, but the more ambitious Joanne omits the comma after the (ambitious) appositive noun phrase a former Eton pupil and a possible hyphen in head-on crash.
All of these measures of vocabulary raise methodological problems, such as the need to define categories clearly and consistently and to distinguish homonyms. The problems are especially challenging in the case of lexical diversity because the type:token ratio is very sensitive to the length of the passage being measured because the longer the passage, the more likely it is that the next word token will involve a type that has already been used in the passage. The problem can be solved (Malvern and others 2004), but it requires caution.
No doubt there are many other measures that could be applied to vocabulary. One variable which is particularly intriguing is the balance of word classes – what proportion of the word tokens (i.e. running words) in a text are nouns, how many are verbs and so on. When words are analysed in this way, striking regularities emerge. For example, most kinds of adult written English show a figure very close to 37% for ‘nominals’, which include both common or proper nouns and pronouns; but the balance between nouns and pronouns varies systematically between ‘informational’ and ‘imaginative’ writing, with about 7% pronouns in informational compared with 15% in imaginative writing (Hudson 1994). Similarly, the balance of word classes changes systematically across children’s writing and correlates with maturity. The data
 in Figure 3 show that (on average) the more mature a piece of writing is, the more of its words will be nouns. We can call this measure ‘nouniness’ – not to be confused with either the ‘noun bias’ which at one time was said to be found in young children’s speech (Malvern and others 2004:138-42) or the ‘nominal style’ which is discussed later in this section. The data are based on a grammatical analysis of several thousand scripts written by children of different ages (Key Stages 1-4) and graded by experienced examiners; we shall refer to this data-set below as the ‘QCA data’ for reasons explained in note 3. The grades shown are a mixture of the National Curriculum Levels 1 to 8 and the GCSE grades F, C and A
, with all the dangers that are inherent in trying to project two different grading schemes onto one another. However, the graph does show that the ‘nouniness’ of writing increases with both age and grade, so it qualifies as a valid measure of maturity; moreover, unlike Figure 2, this one supports the official claim that grades are independent of age. The differences emerge in passages as short as those in Table 1: 15% nouns for Sarah, 31% for Joanne.

[image: image3.emf]0

2

4

6

8

10

12

14

16

18

1 2b 3 4/F 5 6 7/C 8 A

grade

% noun 

KS1

KS2

KS3

KS4


Figure 3: Nouniness of written work by four age groups graded at five levels

As with other measures, the nouniness of a piece of work is affected even more by the writing task than by the writer’s age or the examiner’s grading, and as usual, it is the non-narrative task that produces the most mature scores. Figure 4 shows the effect of writing task in the data reported above, though for some reason the effect is much less in the oldest writers than in the younger ones.  
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Figure 4: Nouniness at four ages and in two writing tasks

Nouniness is not the only relevant measure based on word classes. Another is ‘nominality’, the ‘nominal style’ which is sometimes contrasted with ‘verbal style’ (Wells 1960). This is a more complex measure which seems to involve two clusters of word classes:

· nouns – i.e. common nouns and proper nouns – cluster with adjectives and prepositions.

· verbs cluster with adverbs and pronouns – not just personal pronouns but also demonstratives, relatives, interrogatives and compound pronouns such as someone and nothing.

This measure is certainly relevant to adult writing, where ‘informational’ and ‘imaginative’ writing have very different profiles shown in Figure 5. As can be seen, informational writing contains more common nouns, prepositions and adjectives than imaginative writing, whereas the reverse is true for verbs, pronouns and adverbs. However, even though the two sample texts are both stories, the measure distinguishes them dramatically: Sarah uses 11 ‘nominal’ to 18 ‘verbal’ words (0.61) contrasting with Joanne’s 14 to 7 (2.0). 
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Figure 5: Two groups of word classes in ‘informational’ and ‘imaginative’ adult writing

What do these measures mean for teachers? The answer depends, of course, on how we explain the differences being measured (see the discussion in section 6), but two conclusions are immediately obvious. One is the banal observation that mature writing uses a wide vocabulary, however we may choose to measure this; so the pedagogical challenge is to find ways to help children to widen their vocabulary, with objective measures of vocabulary as a tool for assessing success. The other is that some of the measures, especially those based on word classes, are too abstract to focus on in most classes, so there can be no question of ‘teaching them to use more nouns’. 
4. Syntax: general trends

We now turn to syntax, the grammatical patterns in which individual words are combined with one another – phrases, clauses and (of course) sentences. These patterns may be approached in two different ways which we can distinguish as general and specific. General patterns are defined in terms of very general categories such as ‘subordinate clause’ or ‘finite verb’, whereas specific patterns are tied to more specific categories such as ‘postponed subject’ or even to individual lexical items. This section considers general measures of maturity, leaving more specific measures for the next section. 
There is a long tradition of educational research into general grammatical patterns dating back at least as far as Stormzand and O'Shea 1924, a detailed study of the patterns found in adult writing, with a very small sample of school writing for comparison. The aim in this case was simply to decide which patterns were worth teaching at school, but later studies have generally focused much more on children’s own writing. Some of the main large-scale analyses of children’s writing are: Anon 1999, Harpin 1976, Hunt 1965, O'Donnell and others 1967, Yerrill 1977; a particularly good, though ageing, survey of this literature is Perera 1984, supported by the same author’s slightly more recent chapter-length summaries Perera 1986, Perera 1990. 
The measures which have been applied to children’s writing include the following:

· T-unit length, which I used in section 1 as an example. The advantage of separating T-units from sentences is that the latter is generally defined in terms of punctuation, and given the unreliability of children’s punctuation there would be little point in taking it too seriously. 
· Co-ordination, especially co-ordination of clauses (by means of the co-ordinating conjunctions and, but, or, then or so). Every research project has found that this is the favourite strategy of the immature for combining clauses into sentences (Perera 1984:230). The co-ordinating conjunction and occurs three times in Sarah’s extract, but not at all in Joanne’s.  The downward trend in co-ordination emerges clearly from Figure 6 (based on the same QCA data as Figure 3) though the grading system again seems to interact with age more than one might hope; but, surprisingly, in this case it is the older writers who use less mature grammar. The irregularity at Key Stage 1 (year 2) is as expected, given that these children are still struggling to write sentences more than a few words long and co-ordination is an important tool for achieving this.
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Figure 6: Co-ordinated clauses per 100 words by age and grade

· Subordination, the use of subordinate clauses. As co-ordination falls, subordination rises (Perera 1984:231). This trend emerges very clearly from Figure 7, once again based on the QCA data, though this pattern also shows a large difference between the oldest writers (Key Stage 4) and the others, for whom grade seems to be unaffected by age. Perhaps the most interesting feature in this graph is the clear downward trend at the highest grades. This probably reflects the tendency (documented by Loban 1963:40) at this stage of development to replace full finite subordinate clauses (e.g. while we were talking) by non-finite ones (e.g. while talking) or by nominalizations (e.g. during our conversation). Both Sarah and Joanne include two subordinate clauses in the very short samples quoted, so this measure would not distinguish them.
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Figure 7: subordinate clauses per 100 words by age and grade
There are other general syntactic measures that have been used, but they all illustrate the conclusion that I draw in the next section: that the more specific a measure is, the more revealing it is. For example, it is more revealing to distinguish different kinds of subordinate clause than to lump them all together, since relative clauses show a much clearer pattern of growth than do either nominal or adverbial clauses (Perera 1986:496). What this means for teachers is that the very general syntactic patterns such as co-ordination and subordination may be best left to develop naturally, without explicit attention, because growth towards maturity will follow automatically as children learn to replace specific kinds of co-ordination by specific kinds of subordination or non-clausal patterns.
5. Syntax: detailed trends

Analyzing a sentence in terms of general syntactic patterns misses most of the information which is important for teachers and pupils. Every five-year old already uses subordinate clauses freely in speech, and even weak writers use them in writing; but it is only mature writers who use unless or although to introduce their adverbial clauses or whose or with whom in their relative clauses. This is important if, as I believe, writers mature by learning specific patterns such as these rather than by getting better at using the general patterns. 
The use of specific patterns could in principle also be measured numerically by counting the mature patterns in a text, using a list of these patterns which will emerge from further research. To give a flavour of this kind of research, consider the general clause pattern which starts with a place adverbial and finishes with a delayed subject (Perera 1986:514). The examples quoted by Perera include the following:

(1)   Here’s a bus stop. (spoken by a 12-year old)

(2)   About three miles down the road was a little town called Sea Palling. (written by a 12-year old)

These examples both have the same clause structure (Place adverbial + BE + Subject), which some grammarians call ‘subject-verb inversion’, but these two examples represent very different stages of maturity (Biber and others 1999:926). The first is an everyday item in the ordinary speech of any child, whereas the second is much more mature and emerges quite late in writing. The difference between them lies in the fronted place adverbial. The everyday ones all have either here or there in this position, followed by the verb be, come or go (Carter and McCarthy 2006:94). This very specific pattern is not a sign of maturity; but other examples of the same general pattern are, and especially so if they involve a verb other than be, such as stands in (3).
(3)  In the corner of the field stands an old oak tree which is said to be a thousand years old.
Examples like (3) contain what Perera calls “‘mature’ structures more frequent in writing than in speech” (Perera 1986:503) or ‘constructions typical of written language’ (Perera 1990:222). Our sample extracts contain only two clear examples of specifically written patterns, both used (as expected) by Joanne:

· apposition (Giles Harvey, a former Eton pupil) – a clear case of mature syntax (Yerrill 1977, Perera 1984:225).
· while (in: was involved in ... while he was racing ...); according to one analysis, this is found in the writing of ten-year olds but not in the speech even of twelve-year olds (Perera 1990:231).
Perera lists a great many other specifically written patterns (Perera 1984:247-267, Perera 1986, Perera 1990).

A full list of such patterns would be extremely valuable, especially if it was classified for relative ‘maturity’. Unfortunately no such list exists, so teachers must use their intuitions about individual cases. In doing so, however, they should be careful not to confuse maturity with difficulty or (apparent) complexity, because many of these mature patterns are easy to understand – indeed, their function is to make difficult ideas easy to understand. For example, the apparently simple (4) is actually more mature in its syntax than (5), because the long direct object has been moved out of its normal position by a process which some grammarians call ‘postponement’ and which is more common in academic writing than in conversation (Biber and others 1999:153; 930-1).
(4)  We got ready everything that we needed for the next day’s outing to the seaside.

(5)  We got everything that we needed for the next day’s outing to the seaside ready.

Detailed syntactic patterns are probably more important for teachers than the more general ones such as co-ordination and subordination because on the one hand they are easier to spot, and on the other hand they are significant points on the route towards maturity where the teacher may be able to give specific help. Learning a new construction happens in stages, as the learner moves from partial understanding to full maturity in this particular area of the language. Mistakes are symptoms of growth, as in the following examples (Perera 1984:3):
(6)  In this particular rockpool that I looked in was so crammed with all kinds of marine life.

(7)  Children which had to work in the coal mines I feel bad about this.

(8)  His dog came with him to get the birds what the man killed.

(9)  Although they tried hard but they didn’t win the match.

Each of these examples shows a child struggling with a mature syntactic pattern which has not yet been fully mastered.

6. Explaining the measures
These measures of maturity are justified empirically by the research evidence, but it is time to move the discussion to a deeper level of understanding. Why do these measures work? Each of them is presumably measuring some kind of mental development in the writer, but precisely what kind of development? The question is important for teachers because the answer will decide what teaching strategies to adopt. At one extreme, if it is all a matter of mental growth that happens anyway with age, the best teaching strategy is simply to do nothing and leave it all to Mother Nature. At the other extreme, if it is all a matter of knowledge that can be taught, then the best strategy is direct instruction. Not surprisingly, I believe the answer is a great deal more complex (and interesting) than either of these extremes. It certainly involves at least two kinds of growth: growth of the cognitive ‘infrastructure’, especially working memory, and growth of the child’s language.
Working memory, also known as short-term memory (Miyake and Shah 1999), includes distinct components; one analysis (Gathercole 1999) distinguishes phonological memory, for strings of sounds or words, from complex working memory, for manipulating words (e.g. by repeating a list of numbers in reverse order). Working memory increases sharply with age up to about age 12 for phonological memory and about 16 for complex memory, so its growth coincides with many of the developments in language; moreover, at any age there is enormous individual variation in working memory which may account for at least some of the grading differences. As children’s working memory grows, they get better both at learning new words and patterns and also at using them in longer and more demanding combinations; so some of the growth revealed by maturity measures is due directly or indirectly to growth in working memory. An obvious candidate is T-unit length. If this really does reflect nothing but the growth of working memory, then intervention is probably pointless. To the extent that longer T-units are needed in mature writing, children will get better at using them whatever the teacher does.

Knowledge of language, i.e. the linguist’s ‘competence’, includes grammar and vocabulary, both of which continue to grow through the school years – indeed, grammar growth and vocabulary growth are strongly correlated (Bates and Goodman 1997). There are mature constructions that many pupils even at secondary level do not understand, such as the difference between ask and tell in John asked/told Mary what to read (who is the reader – John or Mary?) (Perera 1984:137-8), or subordination by although (page 144); and the same point is even more obvious and uncontentious with vocabulary. This kind of growth can be measured directly by spotting mature patterns, but it may also be revealed indirectly through more abstract measures; for instance, the ‘nouniness’ discussed in section 3 may reflect the proportion of nouns in the writer’s entire vocabulary. (This would be so if nouns constituted a growing proportion of new vocabulary, but at present this hypothesis cannot be tested against research evidence.) Whatever measures we use, knowledge of language grows as the child learns the ‘tools of the trade’ – the words and syntax of the mature written language. This is the area where intervention by teachers may be most helpful, so we need a great deal more research on how best to intervene. “Teachers can have a very profound effect on the rate and quality of individual development through levels of expectation, the careful provision of tasks and the quality of intervention; they cannot just rely on 'skills growing with practice'.” (Allison and others 2002) 
7. Conclusions

A great deal has already been achieved in this area. We now have a collection of tried and tested tools for measuring the maturity of writing, and which have already allowed us to map out roughly the typical path that writing follows as it matures. Some of these tools are so sensitive to quality that they are at least comparable with human examiners, raising the possibility of automated marking. 
These achievements reveal three areas where future research will be most productive. 
· Grammatical description: we need a check-list of ‘mature’ syntactic patterns graded for relative maturity. This would allow serious research on the more precise measures described in section 5. 
· Theory: we need a theory to explain what the measures are measuring, as explained briefly in section 6.
· Pedagogy: we need to know how to translate the results of the measures into teaching policies which will at least take account of each pupil’s known maturity and, if possible, enhance it.
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� These texts are taken from the National Curriculum website at � HYPERLINK "http://www.ncaction.org.uk/search/index.htm" ��http://www.ncaction.org.uk/search/index.htm�.


� The example is based on a real one quoted by Perera.





� The data were produced in a series of projects funded in the UK by the Qualifications and Curriculum Authority in the late 1990s and early 2000s. The studies of writing by pupils in Key Stages 1-3 (i.e. years 2, 6 and 9) were carried out by the University of Cambridge Local Examining Syndicate but have not been published; the data were kindly made available to me by the project director, Andrew Watts. For Key Stage 4 (year 11), QCA commissioned Debra Myhill of the University of Exeter; for the published results, see � ADDIN REFMGR.CITE <Refman><Cite><Author>Anon</Author><Year>1999</Year><RecNum>2559</RecNum><IDText>Technical accuracy in writing in GCSE English: research findings</IDText><MDL Ref_Type="Book, Whole"><Ref_Type>Book, Whole</Ref_Type><Ref_ID>2559</Ref_ID><Title_Primary>Technical accuracy in writing in GCSE English: research findings</Title_Primary><Authors_Primary>Anon</Authors_Primary><Date_Primary>1999</Date_Primary><Keywords>development</Keywords><Keywords>ENGLISH</Keywords><Keywords>grammar</Keywords><Keywords>maturity</Keywords><Keywords>Research</Keywords><Keywords>writing</Keywords><Reprint>In File</Reprint><Pub_Place>London</Pub_Place><Publisher>Qualifications and Curriculum Authority</Publisher><ZZ_WorkformID>2</ZZ_WorkformID></MDL></Cite></Refman>�Anon 1999�.


� The National Curriculum for England defines 10 levels which are meant to be independent of age and which are used in various national tests during compulsory schooling. The General Certificate of Education (GCSE), a personal qualification which is taken at the end of compulsory schooling in year 11, uses grades A (best) to F (fail); C is considered the bottom of the ‘good’ grades.
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